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Abstract. Discrete Fourier Transforms (DFTs) have been a popular
transformation and compression technique in time series data mining
since first being proposed for use in this context in [1]. The Euclidean
distance between coefficients has been the most popular distance metric
used in conjunction with FFTs in time series data mining. However, on
many problems it is not the best measure of similarity available. In this
paper we describe an alternative distance measure based on the likeli-
hood ratio statistic to test the hypothesis of difference between series.
We compare the new distance measure to Euclidean distance on five
types of data with varying levels of compression. The first two classes
of data, random walk and AR(1), have been extensively used in other
work. The third class of data is a combination of sine waves and AR(1)
models on which an FFT approach should do well. The last two data
sets are an ECG problem used in [9] and the Motor Current data prob-
lem from [16], both obtained from the UCR repository [10]. On all types
of data, we show that the likelihood ratio measure is better at discrim-
inating between series from different models and grouping series from
the same model. We also show that this better discrimination leads to
more accurate clusterings when using k-means and partitioning around
the medoids algorithms1.

keywords: Time Series Data Mining; Similarity Measure; Discrete Fourier
Transforms.
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1 Introduction

The growth in size and number of longitudinal databases has lead to an increase
in interest in time series data mining (TSDM). See [11] for a survey of recent
research in the field. Two fundamental issues in any time series data mining task
are how to measure the similarity between time series and how to represent the
data compactly without discarding important information. A common approach
to the compression problem is to transform the data series so that the major-
ity of the variation in the series can be captured in a small number of terms.
Transformations that have been proposed include various spectral approaches [1],
singular value decomposition [13], wavelets [4] and piecewise polynomials [12].

In this paper we concentrate on fast fourier transforms (FFTs), probably the
most popular transformation used in time series data mining (for example, see [1,
6, 17, 19, 15, 18]). The basic method, described in more detail in Section 2, is to
take the FFT of each series, retain a fixed number of coefficients, then measure
similarity between series as the Euclidean distance between the retained param-
eters. Our aim is to demonstrate that, when following this method, there is an
alternative to Euclidean distance that is better at discriminating between series.
The objectives of this paper are to introduce an alternative distance measure
based on the likelihood ratio statistic for testing the significance of differences
between series and to demonstrate that this measure produces better results
on types of data for which an FFT approach should be appropriate. On many
TSDM problems, an FFT approach will not be better than simpler methods such
as Piecewise Aggregate Approximation (PAA) [12] and Symbolic Aggregate ap-
proXimation (SAX) [14]. However, the benefit of spectral approaches is that
they can be used to detect more complex similarity such as common shape or
autocorrelation structure. We maintain that, if the problem is complex enough
to merit the use FFTs, then the likelihood ratio statistic will tend to give better
results than Euclidean distance. Informally, this is because the likelihood ra-
tio is better able to detect consistent differences between small coefficients that
may be undetected with Euclidean distance because of fluctuations in the larger
fourier terms.

The rest of this paper is structured as follows. In Section 2 we describe the
related work, and state the Euclidean distance metric, dE , used in all other
TSDM papers using FFTs found by the authors. In Section 3 we describe the
alternative distance metric based on the likelihood ratio, dL, and discuss the
statistical properties. In Section 4 we evaluate the performance of the dL measure
in relation to Euclidean distance on five types of data: two from simulated data
models used in the literature; one from a new type of simulated data model
designed to illustrate the situations where the LR metric is better; and finally
on ECG and Motor Current data sets available the UCR repository [10].

2 FFT in Time Series Data Mining

For a real valued time series y, defined over discrete intervals y(t), t = 1, · · · , n,
the fourier transform represents y as a linear combination of sinusodal functions



with amplitudes p, q and phase w,

y(t) =

n
∑

k=1

(pk cos(2πwkt) + qk sin(2πwkt)) .

The Discrete Fourier Transform (DFT) coefficients can be found in O(n log n)
using the radix 2 FFT algorithm [5]. The Euclidean distance between two series
of length n with Fourier coefficients
xf =< (p0, q0), . . . (pn−1, qn−1) > and yf =< (r0, s0), . . . , (rn−1, sn−1) > is

d(xf , yf ) =
n−1
∑

i=0

(pi − ri)
2 + (qi − si)

2

The distance can be calculated more efficiently using two properties of DFT.
Firstly, the first coefficient of a series with zero mean will be zero. Since we
are not concerned with comparing the global level of series we always pre-
process by subtracting the mean from a series. Hence we can ignore the first
coefficient. Secondly, the DFT of a real valued series is symmetric, so that
(Ai, Bi) = (An−i−1, Bn−i−1). This means we can calculate distance more ef-
ficiently by calculating the distance for half of the coefficients then doubling the
result.

After transformation a series is commonly compressed by retaining only a
subset of the FFT coefficients. The first use of DFT in TSDM by Agrawal et

al [1] advocated keeping the first fc coefficients. This has been the most com-
monly used method in the literature, although the symmetry of FFT was first
exploited in the distance metric in [17]. The Euclidean distance between the first
fC coefficients is then

dE(xf , yf ) = 2 ·

fc
∑

i=1

(pi − ri)
2 + (qi − si)

2 (1)

The choice to keep the first fc coefficients is usually justified by the ob-
servation that many real signals have a skewed signal towards the lower order
coefficients. However, this compression scheme can result in relevant informa-
tion being discarded. For example, if there is an underlying autocorrelation re-
lationship it can result in a periodogram skewed to the middle of the spectrum.
Two alternative techniques that have been proposed are to keep the fc largest
coefficients of each series [18, 15] and, given a set of time series, to keep the
fc coefficients that are on average largest over the data set [15]. We are not
concerned with evaluating the compression techniques in this paper. Hence we
use the most commonly adopted procedure of keeping the first fc coefficients.
Whichever compression scheme is used Euclidean distance between the Fourier
coefficients has bee the only measure of similarity in the frequency domain used
[11, 6, 19, 7, 13, 6].

We maintain that, for complex mining problems where the use of FFT may
be justified, Euclidean distance can give too much preference to small varia-
tions in the largest coefficients. This may mask more complex differences in the



wider spectrum. To overcome this problem we define a new distance measure
that is based on a test statistic for a hypothesis test of whether two series are
significantly different.

3 Likelihood Ratio Distance Metric

Rather than measure the difference between two series as the sum of the squared
differences between the coefficients, we base our distance metric on the differences
in the periodogram of the series. For simplicity we assume an even number of
variables.

If series y has fourier coefficients (pi, qi) then the periodogram of y is the
sequence ai = p2

i + q2
i . One benefit of using the observed periodogram values is

that, if the data is stationary, we can deduce the distribution of each term. It
can be shown that each ai can be thought of as an observation of an independent
random variable Ai with exponential density

g(a) =
1

2αi

exp

(

−
a

2αi

)

i = 2, 3, · · · , n − 1.

Since we have independence, the likelihood of our series is

L(a) =

n−1
∏

i=1

1

2αi

exp

(

−
ai

2αi

)

and the log-likelihood is

`(a) =

n−1
∑

i=1

ai

2αi

log (2αi) .

See [8] for a more complete description of the statistical properties of the peri-
odogram terms. We can use the likelihood function to determine the similarity
of two series by constructing a hypothesis test. Assume for simplicity that the
two series are the same length and have periodograms ai and bi. The hypothesis
of equivalence between the series is just the hypothesis that the random vari-
ables of which the periodograms are an observation, Ai and Bi, have the same
distribution for all i. The likelihood ratio test would be based on the ratio

λ =

∏n−1

i=1

1

2α̂i
exp

(

− ai

2α̂i

)

∏n−1

i=1

1

2β̂j

exp
(

−
bj

2β̂j

)

{

∏n−1

i=1

1

2α̃i
exp

(

− ai

2α̃i

)

∏n−1

i=1

1

2β̃i

exp
(

− bi

2β̃i

)}

where the “hat” and “tilde” denote the maximum likelihood estimates under the
null hypothesis of equality and the alternative of inequality. It is straightforward
to show that α̂i = β̂i = 1

2
(ai + bi), while α̃i = ai and β̃i = bi. Hence we can

show that

λ =

n−1
∏

i=1

(

2ai

ai + bi

) (

2bi

ai + bi

)



and the likelihood ratio statistic is then

Λ = −2 logλ = 2

n−1
∑

i=1

{2 log(ai + bi) − log ai − log bi}

If only the first fc coefficients are retained the test statistic becomes

dL(xf , yf ) = 4

fc
∑

i=1

{2 log(ai + bi) − log ai − log bi} (2)

We propose that the likelihood ratio statistic dL given in Equation 2 is superior
to Euclidean distance measure given in Equation 1 for problems where an FFT
approach is the most appropriate. The major benefit of basing the distance on
the Λ statistic is that it asymptotically follows a known distribution, and so could
be used to not only measure the distance between series, but also test whether
that distance is significant. This is beneficial in many ways: for example, it can be
used as a stopping criteria for a clustering algorithm to determine the number of
clusters. Λ can also be better at discriminating between series for problems where
an FFT approach would seem to be appropriate: it is less influenced by small
fluctuations in the larger coefficients, and better at detecting consistent variation
in the smaller coefficients. In Section 4 we demonstrate on several classes of model
that the LR measure is better at measuring the similarity of series and hence
can be used to produce a more accurate clustering or classification of time series.

4 Experimentation

Experiments with simulated data are designed to test two things over a class of
model, M. Firstly, we test whether the likelihood ratio distance metric is better
at discriminating between data from models in M. Secondly, we test whether
any detected difference in discrimination effects the clustering and classification
accuracy.

The experimental design for the test of similarity is as follows. Two models
X and Y are randomly selected from a predefined set of possible models M.
Two series of length 1024 are generated from each model. These four series are
denoted x1, x2, y1 and y2. The FFT of each series is taken and the distances dE

and dL are measured between each combination using 512, 256, 128, 64, 16, 4 and
2 coefficients. The distances between series from the same model are averaged, as
are the distances between series from different models. The process is repeated
for the same two models 100 times and an average of the within distance and the
between distance is taken. 100 random model pairs are generated to create 100
within and between distance estimates for dE and dL for each coefficient size.

To measure how well each distance metric discriminates, for each pair of
models we measure the percentage difference, D, in the average distance of se-
ries from the same cluster to the average distance between series from different
clusters.

D(x1, x2, y1, y2) =
2 · (d(x1, x2) + d(y1, y2))

d(x1, y1) + d(x1, y2) + d(x2, y1) + d(x2, y2)
(3)



We thus obtain a series of 100 independent measures of the discriminatory power
for each distance measure. These are paired between the distance measures, since
D is evaluated on the same series for both dE and dL. Thus to test whether there
is a significant difference between the deviation with the two distance measures
we can use a simple paired t-test.

To estimate how well each measure would classify series, we form a correctness
function for x1, x2, y1 and y2. If we let b equal the minimum between all series
from different models, i.e.

b = min{d(y1, x1), d(y1, x2), d(y1, x2), d(y2, x2)}

then the correctness function C is 1 if the distances between series from the same
model are less than all the differences from series of different models, i.e.

C(x1, x2, y1, y2) =

{

1 if d(y1, y2) < b and d(x1, x2) < b

0 otherwise.
(4)

4.1 Random Walk Data

The experiments in Agrawal et al [1] use random walk data of the form x(t) =
x(t−1)+ε, where ε is a random variable with a uniform distribution with range
[−500, 500]. A model is a random walk, and an observation from that model is
the random walk perturbed by another noise random variable with a uniform
distribution with range [−500, 500]. When retaining five coefficients the average
with dE , the value of D (the ratio of the within model distance and the between
model distance as defined in Equation 3) over 100 observations of 100 models
is just 1.03%. However, with dL, the average value of D is significantly lower
(only 0.30% of the between series distances). This difference is also observable
with other values of fc. Although encouraging, random walk data from this kind
of model are simple to discriminate and both measures can be used to cluster
completely accurately. In fact, a PAA retaining just two values (i.e. taking the
average of the first half and an average of the second half) also produces a
100% accurate clustering every time, and a SAX(2,2) (i.e. retaining just two
bits to indicate whether each PAA mean is above or below the global mean)
clusters completely accurately approximately 75% of the time. This indicates
that the extra computation required by an FFT approach is not necessary to
solve problems involving random walk data. Hence we consider a more complex
form of model in Sections 4.2 and 4.3.

4.2 AR(1) Data

We demonstrate the benefits of using dL on data from stationary order one
auto-regressive models (AR(1) models), which take the form

x(t) = φx(t − 1) + ε (5)

where ε is a random variable with a standard normal distribution and φ ∈
(−1, 1). AR(1) models have been used extensively in time series data mining



research [9, 20, 2] and are a good basis for testing how well a distance metric
performs at measuring similarity based on change. They are useful for showing
the benefits of using dL instead of dE because series from AR(1) models have
more complex spectrum than random walk data (AR series with φ = 1), often
characterised by a gradually increasing or decreasing periodogram.

For each run, two random AR(1) models X and Y were selected with φ ∈
(−1, 1). Figure 4.2 shows boxplots for the average (over 100 observations) within
and between distance when the first 4 coefficients are retained. The left hand
figure shows that, when using dE , although the median for within distance is
lower than the median between distance, there is a large amount of overlap be-
tween the distributions. In contrast, when using dL, the largest difference in the
between distance is lower than the median of the within distances, and there is
clearly much greater discrimination than with Euclidean distance. Table 1 shows
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Fig. 1. Distribution of the average difference between different and within the same
models for (a) Euclidean distance and (b) Likelihood ratio distance. Distances measured
between the first four fourier coefficients

the average observed value of statistics D and C for both dE and dL for different
values of fc. It shows that dL provides a better means of discriminating between
series than dE . The difference is significant at all levels. It is also interesting to
note that the discriminatory power of dE actually decreases with the number
of coefficients retained. This is caused by the fact it gives too great a weight to
small fluctuations in the larger parameters, and the more coefficients retained
the greater the chance of this resulting in an incorrect grouping. AR(1) models
have fairly complex spectrum and are hence good for demonstrating the benefits
of the likelihood ratio distance metric. However, alternative methods designed



specifically for Autoregressive Moving Average (ARMA) data can produce bet-
ter data mining results. For example, the DL/AIC technique described in [3]
produces more accurate clusterings than either dE or dL. This is not to say the
FFT approach has no value even for ARMA data, since the FFT transformation
is faster than fitting ARMA models and differences in the coefficients can be
used to detect other forms of similarity that ARMA models cannot. However, it
would also be of interest to gauge the performance of dE and dL on problems
for which an FFT approach should perform at least as well as PAA or DL/AIC.
FFT should perform better at problems where there are complex patterns in the
periodogram representing cyclical trends and autocorellation structure.

Table 1. Percentage difference between within and between cluster series, D, and
number of correct classifications, C, for AR(1) series of length 1024

Percentage Difference, D Correct Count, C

Coefficients Euclidean LR Euclidean LR

2 93.43% 66.99% 1302 3090
4 93.34% 66.40% 873 3925
16 93.32% 65.74% 298 5622
64 93.86% 67.95% 202 6661
128 94.87% 72.99% 180 6858
256 96.72% 81.42% 161 6727
512 99.07% 81.07% 281 7131

4.3 Sinusoidal and AR(1) Data

We consider a class of model where an autoregressive structure discriminates the
models, but where a common cyclical trend may cause a distance metric to be
unable to detect differences. Let

x(t) =

r
∑

j=1

aj(sin(bj + cj · t)) + ε, (6)

where ε is a random variable with a standard normal distribution. The pa-
rameters a, b and c control the amplitude, offset and frequency of the curves
respectively. Each can take a value on the range [0,1], but they are scaled so that
any particular sine wave has a maximum amplitude of 2 and a maximum offset
of n/2 (where n is the series length). A frequency parameter of 0 means the sine
wave completes a single oscillation over the data length, and a frequency parame-
ter of 1 means the curve will complete n/4 cycles over the n data points. Suppose
y(t) is an AR process as defined in Equation 5. Let the class of Sinusoidal and
AR(1) models be

z(t) = x(t) + y(t).

Our objective is to detect whether the distance metrics can detect the dif-
ference in autocorellation structure even when series have the same sine wave



series. Hence for a particular experiment involving two models we randomly gen-
erate a single sine model of the form given in Equation 6 and combine it with
two separate AR(1) models. Figure 2 gives an example of four series from two
models.

0 100 200 300 400 500 600 700 800 900 1000
Time

Fig. 2. Example of four series from two models composed of the same sine waves and
different AR(1) data

Table 2 shows the the average observed value of statistics C (Equation 4)
and D (Equation 3) for both dE and dL. Although the extra cyclical trend of
the sine data reduces the power of both distance metrics, dL is still better at
detecting the difference between series.

Table 2. Percentage difference between within and between cluster series, D, and
number of correct classifications, C, for combination series of length 1024

Mean difference, D Number correct, C

Coefficients Euclidean LR Euclidean LR

2 96.20% 82.55% 1223 2152
4 96.19% 82.27% 936 3925
16 95.88% 81.68% 539 5622
64 96.57% 83.98% 347 4079
128 97.54% 87.63% 280 4262
256 98.64% 92.37% 275 3894
512 99.54% 91.61% 325 5221

To show that significant differences in the statistics C and D given in Table 2
effects the data mining process, we perform the following clustering experiments.
k models are randomly selected from the set of models considered and l series
are generated from each model. Clusters are found using k-means and partition-
ing around the medoid (PAM) [?] (both restarted 100 times at random initial



data points) and the accuracy is measured against the known true clustering.
The process is repeated 100 times to estimate the average clustering accuracy
for compression ratios (i.e. different numbers of retained coefficients). Table 2
shows the clustering results for PAA with Euclidean distance, dE and dL. Given
that the difference between series is in the autocorellation structure, PAA is
not a suitable transformation and hence the clusters found should simply reflect
the differences in the common sinusoidal component. The results are included
to provide a lower bounding on the performance of the FFT approaches. The
results shown in Table 3 demonstrate that although there are differences in
performance of the clustering algorithms, the clusters formed with dL are con-
sistently more like the true clusters than those formed using dE . Also, the fact
that the dE results are no better than the PAA results indicates that the random
variations in the sinusoidal function (and hence the largest fourier coefficients)
is overwhelming the consistent variation in the smaller coefficients caused by the
AR(1) component.

Table 3. Clustering accuracy averaged over 100 runs for two clusters of combination
series

PAA dE dL

Coefficients k Means PAM k Means PAM k Means PAM

512 59.40% 56.90% 59.75% 56.20% 68.00% 72.05%
256 60.15% 57.05% 59.55% 57.55% 67.30% 69.55%
128 61.25% 57.10% 61.55% 57.25% 73.80% 78.25%

4.4 ECG Data

In Section 4.3 we identified a type of data that would appear to be suitable
to FFT data mining and where the likelihood distance measure dL is better at
detecting differences. ECG data has commonly been used in TSDM [9, 20, 11, 3]
and has the required characteristic that it has a underlying cyclical trend that
is not the true cause in the differences between series from different clusters.
To show how dL can produce better clusters than dE we cluster an ECG data
set first used in [9]. The data consists of 70 series of ECG measurements. 22 of
these patients suffered from malignant ventricular arrhythmia and are denoted
Group 1 or venarh. Group 2, or normal, is made up of measurements of 13
healthy people. Group 3 (suprav) contains data on 35 people with the condition
superventricular arrhythmia. We cluster with all the series and, following the
methodology of [9, 20] we perform two additional experiments: Experiment 1
involves clustering data groups 1 and 2 (venarh and normal); Experiment 2
cluster involves clustering data groups 2 and 3 (normal and suprav). Table 4
shows the clustering accuracy results with both dL and dE distance measures. In
each cell of Table 4 the first number is the k-means accuracy and the second that
achieved with PAM. The results are comparable to those reported in [9] for PAM
with FFT and Euclidean distance. Although there is variation in performance of



the clustering algorithms, in all but two cases (were the performance was equal)
using dL rather than dE gave a higher accuracy. Figure 3 shows dendrograms
formed with five of each type of series. A triangle, diamond and circle respectively
represent a venarh (V), normal (N) and suprav (S) series. The level three clusters
formed by dE are (N,V,N,V,S,S,S), (V,V,S) and (V,V,S,N,C,V,N). The clusters
formed by dL, (V,V,S,V,V,S,V), (N,N,N,N,S) and (S,N,S,S) are much closer to
the correct classification.

Table 4. Clustering accuracy on ECG Data for three different experiments with k-
means and PAM

Retained Three clusters Experiment 1 Experiment 2

Coefficents dE dL dE dL dE dL

256 39%\44% 53%\61% 58%\69% 69%\69% 60%\60% 68%\88%
128 39%\44% 47%\64% 60%\69% 71%\69% 58%\60% 65%\88%
64 46%\49% 49%\63% 63%\58% 71%\71% 58%\60% 53%\63%
32 46%\41% 43%\44% 65%\54% 64%\71% 55%\63% 63%\65%

  

(a) (b)

Fig. 3. Dendrograms formed with nearest neighbour linkage for five of each type of
ECG series using (a) Euclidean distance and (b) Likelihood ratio distance

4.5 Motor Current Data

The simulated motor current data set used in [16] consists of 420 series of length
1500. There are 20 series for 21 different states of 10 different broken bar states,
10 broken end states and the healthy motor state. The data has the characteristic
that a sine wave in every series masks the true source of variation, thus the
likelihood ratio should prove superior to Euclidean distance. To demonstrate



this, we repeatedly randomly selected two pairs of series from different classes
and measured the statistics D and C given in Equations 3 and 4. The average
D value (percentage difference of within class and between class distance) for dL

was 82.83%, whereas with dE the average within distance was actually higher
than the between difference (D=104.43%, averaged over 5000 repetitions). The
number correct, C, was also higher for dL (C=850) than with dE (C= 507). The
superiority of dL is also evident when accuracy is measured with a 1-nearest
neighbour classifier on the first 16 coefficients. dE gave a classificiation accuracy
of 14%, whereas dL achieved only 9.8%. These accuracies are better than those
reported for a time delay neural network in [16], but well below the Gaussian
mixture model described in the same paper. A more sophisticated classifier and
better use of the fourier coefficients would probably give higher accuracy, but
based on the difference in the C and D statistics we would expect that the
difference in performance would be maintained.

5 Conclusion

In this paper we have described an alternative distance metric for use with FFTs
in time series data mining. The metric, dL, is based on the likelihood ratio for
testing the null hypothesis that the series are from the same process. It has the
desirable property of asymptotically following a known distribution and of not
being overwhelmed by small variations in the larger coefficients. Intuitively, Eu-
clidean distance will be better than the likelihood measure when the differences
between the series is reflected in small differences in the largest low order FFT
coefficients. However, series with this characteristic (such as random walk data)
are generally easy to discriminate. For more complex, harder to distinguish series
such as those shown in Figure 2, dL is a better distance measure to use because it
can detect significant changes in the smaller coefficients and is not overwhelmed
by small variation in the larger coefficients caused by chance.

We have shown this is true for simulated data where an FFT approach should
do well. The characteristic in this data that can make dE produce incorrect
results is a common underlying cyclical trend that may vary in small amounts
from series to series. The slight change in the major spike of the periodogram
can overwhelm more significant differences in the smaller coefficients. Real world
data sets often exhibit this tendency. We have shown the superior discrimination
of dL on ECG data and motor current data. Other data types that frequently
share an underlying trend but may have spectral differences include stock data
over an economic cycle and power consumption data over a period of years.
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